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Executive Summary  

Crawler’s main task is to fetch structured information on Open Source projects from different 

sources accessible via internet. 

Hence, the Crawler sub-system is composed by different services which are dependent on the 

fore mentioned sources of information outside MARKOS; as a consequence, in order to run 

the Crawler as a reliable service for the other MARKOS sub-systems, its implementation will 

have to reflect all changes that will happen on those external systems. The Crawler will need 

both automatic and human monitoring on the flow of data and continuous updates to the 

software. 

This document will start listing and describing open source hosting facilities and services 

from which the Crawler aggregates data. Then it will describe the requisites of the Crawler, 

its interactions within the MARKOS system and finally the interactions within the Crawler 

sub-systems itself. 

 

The information and views set out in this publication are those of the author(s) and do not 

necessarily reflect the official opinion of the European Communities. Neither the European 

Union institutions and bodies nor any person acting on their behalf may be held responsible 

for the use which may be made of the information contained therein. 

© Copyright in this document remains vested with the MARCOS Partners 
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1. SURVEY OF INFORMATION  SOURCES ON OSS PROJECTS 

In this paragraph we try to list sources of structured information on Open Source projects, 

such as web sites, services, and tools which facilitate the extraction of information from 

repositories, tracking systems, etc. 

We start by listing meta-forges, which are services gathering data from forges; then, a list of 

the most relevant forges is presented. When available the list of tools used by meta-forges for 

their crawling, scraping and analysis work is reported. 

 

1.1. Metaforges 

 

1.1.1. Ohloh 

 

Ohloh, which is owned and operated by Black Duck Software, is a free, public directory  of 

Free and Open Source Software and the contributors  who create and maintain them.  

Ohloh gathers information from many forges and it is editable by everyone, like a wiki. 

Ohloh also offersCode,a service coming from the merge with koders.com;itis a publicly 

available free code search site that indexes most of the projects in Ohloh; it allows to search 

the code base for class, method, function name, etc. 

There are currently more than 580.000 projects and almost 196.000 contributors. 

The information on the projects comes also from the analysis of the source code. 

Let’s see the information on Firefox as a sample: 
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Genericinformation on Firefox project 
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More informationcoming from the analysis of the code 

 

It is interesting to note the concept of Factoid that is, according to Ohloh documentation: 

A Factoid is a short, high-level bullet point delivering a simple observation 

about a Project. Factoids are derived from an Analysis, and new Factoids are 

created for a Project every time a new Analysis is created. 

 

License information 
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Access to information 

It is still not clear whether MARKOS project will have special terms for the use of ohloh 

“Content”
1
. 

No automated mechanism is allowed to access the site other than the API. An application 

using the API is limited to 1.000 API calls per day. 

Tools 

Ohloh has a couple of internal tools that are released with an Open Source license
2
: 

 ohcount: The Ohloh source code line counter 

 ohloh_scm: The Ohloh source control management library 

 

Use in MARKOS 

Ohloh is certainly a relevant source of information for MARKOSsince it is one of the most 

complete directories of projects, it includes information on developers involved in the 

projects, and it has graphically rich information coming from code analysis. 

The standard way to access the information is via API, with a limit of 1.000 calls per day; 

considering MARKOS needs this representsa severe limit to its use. 

Theattempt to exploit the agreement in place between BlackDuck and Geeknet (now DICE 

Holdings) to let MARKOS gain access to the full list of more than 580.000 Ohloh projects 

has been postponed to a latter phase of the project. 

The number of API calls per day is so low that it is not feasible to use them to collect a 

reasonable percentage of the projects. 

BlackDuck Software encourages the use of their graphical representations on MARKOS 

service. 

                                                 

 

 

1
See definition of “the Content” in http://meta.ohloh.net/terms/ 

2
https://github.com/blackducksw 
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A sample of graphical representation of data from code analysis 

 

As for the tools ohloh-scm, it could be useful for the component of the Crawler in charge of 

scanning SCM repositories in search of new releases. 

1.1.2. FLOSSmole
3
 

 

FLOSSmole, formerly OSSmole, is a collaborative project born in 2004 and designed to 

gather, share and store comparable data and analyses of free and open sourcesoftware 

development. Initially intended for academic research, FLOSSmole is being widely used in 

other non-academic context. 

A team actively creates, maintains and runs scripts and tools that gathering data from many 

different forges and directories; the procedure requires continuous adjustments and data 

consistent cleanings before being published. This process is clearly very resource-intensive. 

Some data also comes from donations. No tools seem to be released or made available in any 

form. 

                                                 

 

 

3
 http://floss.syr.edu/system/files/OSSmole%2520%2520A%2520collaborative%2520repository_0.pdf 

FLOSSmole: A collaborative repository for FLOSS research data and analyses 

http://flossmole.org/system/files/SquireWilliamsHICSS2012.pdf 

Describing the Software Forge Ecosystem 
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The result is a large database with separate groups of tables for each source. In the following 

table we list all the forges, reporting the number of projects and the date of the last update. 

 

FORGE Organization N of projects 

Alioth - alioth.debian.org Debian.org 928 

Google Code - code.google.com Google 300.457 

Github - github.com Github, Inc. 30.380 

Launchpad - www.launchpad.net Canonical, Ltd. 29.043 

Objectweb - forge.ow2.org OW2 150 

Rubyforge - rubyforge.org Ruby Central 9485 

Sourceforge - www.sf.net Geeknet, Inc. empty.... 

Tigris - www.tigris.org CollabNet 689 

 

The following table lists the directories 

DIRECTORY  Organization N of projects 

free(code) freecode.com-(formerly freshmeat.net) Geeknet, Inc. 45934 

Free Software Foundation - directory.fsf.org Free Software Foundation, Inc. 6872 

 

SourceForge has been among the first forges to be processed by FLOSSmole. In February 

2011 though, due to changes in the SourceForge site structure, FLOSSmole has stopped 

processing it and has suggested to use SourceForge Research Data Archive instead. 

In February 2013 has been announced the future inclusion of data from the Apache Software 

Foundation. 

Access to information 

FLOSSmole does not put any constraint in the use of the data other than citing its source. 

Data is available as: 
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 Flat delimited files  

 SQL files with creates and inserts in MySQL format  

 Direct access to a MySQL database 

 

The above files are downloadable from Google Code
4
. 

The information provided depends highly on the forge it comes from; in FLOSSmole’s 

database each forge is represented in a set of tables; in the following diagram we show two of 

them as an example. 

 

Free Software Foundation tables on FLOSSmole database 

                                                 

 

 

4
http://code.google.com/p/flossmole/ 
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Google Code tables on FLOSSmole database 

 

Use in MARKOS 

FLOSSmole represent a very important source of information for MARKOS as it aggregates 

data from many important forges. The crawler will monitor the release of files with batches of 

information and import them as soon as they are available. 
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1.1.3. FlossMetrics / Melquiades 

 

FLOSSMetrics is a EU funded projectcompleted in 2009 whose acronym stands for 

Free/Libre Open Source Software Metrics. 

The main objective of FLOSSMetrics was to construct, publish and analyse a large scale 

database with information and metrics about free software development coming from several 

thousands of software projects, using existing methodologies, and tools already developed. 

FLOSSMetrics was providing access to dumps of this database (along with charts, tables and 

other quantitative information about FLOSS development projects) in the Melquiades 

website, not available anymore. The project in fact has been successfully executed from 2006-

09-01 to 2009-02-28 and most of its findings are no longer available. 

Stakeholders of FLOSSMetrics were both individual developers and SMEs willing to exploit 

open source artifacts basing their choices on data and analysis conducted by FLOSSMetrics. 

Data were collected by public SCMs, bug-tracking systems and mailing-lists, aggregated and 

analysed before the final report was made available at the Melquiades website. 

Data was made available using the Creative Commons Attribution-Share Alike 3.0 license, 

but it is not public anymore. 

The project released a number of open source tools, now available athttp://tools.libresoft.es/, 

and also at http://metricsgrimoire.github.com/ 

Among the tools made available by the FLOSSMETRICS project it is worth mentioning 

Octopus, a tool aimed at finding software repositories. We have been extensively analysing 

the tool but unfortunately its scraping methods won’t help us much given the fact those have 

been designed for websites that have been changed over time. 

1.1.4. Antepedia 

 

Antepedia is a database and a service made by Antelink, a French software vendor 

specialized in Software Life Cycle Management and Open Source Component 

Detection.The database has data on more than 2 millions Open Source projects that 

http://libresoft.es/research/projects/melquiades.flossmetrics.org
http://libresoft.es/research/projects/melquiades.flossmetrics.org
http://tools.libresoft.es/
http://metricsgrimoire.github.com/
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are continuously aggregated from various directories includingGoogle Code, 

Apache, GitHub, Maven and many more. 

 

Sources of Antepedia projects 

 

For each project Antepedia shows: 

 description 

 project URL 

 licences 

 vulnerabilities (beta functionality) 

 releases 

 URL of repositories 

Antepedia has also a single API which allow to verify whether a component is present in at 

least one of the projects in Antepedia’s database. Using the SHA-1 computed on any file 

included in a component this API will return the same SHA-1 if the component is present in 

the database. It does not return any other information than its presence though. 

Terms of use for Antepedia link to those of Antelink.com
5
: they do not seem to exclude the 

possibility of crawling the web site. Robots.txt, at the moment of writing, just links the 

sitemap and poses no other restriction. 

                                                 

 

 

5
http://www.antelink.com/terms-use.html 
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Use in MARKOS 

The information made available through its website do not seem to add much to what is 

available from other sources.  

Also the API are totally useless as they do not return the list of projects to which a component 

belongs to, but just the fact that it is in the Antepedia database without offering any other way 

to get further information. 

In conclusion, Antepedia will not contribute to MARKOS data. 

1.2. Forges 

In this paragraph we list the forges whose data will flow either directly or via a meta-forge in 

the MARKOS database;the objective is not providing a near-complete list of them
6
 due to the 

exponential growth of open source software, estimated
7
 to double every 14 months or 

probably less. 

Nevertheless we aim to create and maintain the largest public and open dataset of open source 

projects, and in order to do that we plan to analyse the following forges. 

1.2.1. Eclipse 

 

The Eclipse Foundation has the goal of hosting projects that achieve high standards in terms 

of quality of code and of the community. It has detailed guidelines on the development 

process and encourages new projects to be hosted on Eclipse Labs
8
 before registering on the 

main directory. The infrastructure is designed to provide reliable and scalable service for the 

committers developing the Eclipse technology
9
 and the consumers who use the technology. 

The directory lists, at the moment of writing, 227 projects. 

                                                 

 

 

6
 For a more complete list please refer to 

http://en.wikipedia.org/wiki/Comparison_of_open_source_software_hosting_facilities 

7
http://dirkriehle.com/publications/2008-2/the-total-growth-of-open-source/ 

8
http://code.google.com/a/eclipselabs.org/hosting/ 

9
http://en.wikipedia.org/wiki/Eclipse_%28software%29 
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The content provided by the Eclipse Foundation on eclipse.org is provided, unless otherwise 

indicated, under the terms and conditions of the Eclipse Public License Version 1.0
10

. 

The file robots.txt puts no constraint on the page that lists all projects. 

Use in MARKOS 

According to the above information it should be legally and technically possible to write a 

data fetcher that performs page scraping extracting relevant information on those projects. 

1.2.2. Codeplex 

 

CodePlex is a Microsoft project hosting site mostly focused around the .Net framework, 

including ASP.NET and the Microsoft's collaboration server, SharePoint. Most projects 

hosted at CodePlex are released under an open source license. 

Terms of use
11

 do not talk about API or other automatic means of accessing the information 

on the site. In fact API are meant to automate some actions on project and not to access 

project information. The file robots.txt though poses many constraints so that it makes it 

unlikely to allow a crawler to extract all needed information. 

A direct talk between the MARKOS team and Codeplex has brought up the availability of the 

complete list of projects in DOAP format
12

. Provided that further check will prove that terms 

of use allow it, MARKOS will use the above list of projects to import it in its database. 

1.2.3. The Apache Software Foundation 

 

The history of the Apache Software Foundation is linked to the Apache HTTP Server, whose 

development began in February 1995. Since then over 100 ‘top level’ projects have found 

home at the ASF. Most of them are related to software development
13

. 

                                                 

 

 

10
http://www.eclipse.org/legal/epl-v10.html 

11
http://www.codeplex.com/site/legal/terms 

12
 The list is available at http://www.codeplex.com/rss.ashx?behavior=doap 
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The Apache Software Foundation provides organizational, legal, and financial support for a 

broad range of open source software projects. The Foundation provides an established 

framework for intellectual property and financial contributions that simultaneously limits 

contributors’ potential legal exposure. Through a collaborative and meritocratic development 

process, Apache projects deliver enterprise-grade, freely available software products that 

attract large communities of users. The pragmatic Apache License makes it easy for all users, 

commercial and individual, to deploy Apache products.
14

 

All projects that have passed the incubation stage are listed in an XML file that links to 

individual DOAP files. Apache.org project will hence be fetched into MARKOS repository 

and consequently analysed.  

1.2.4. Alioth 

 

Alioth is a forge powered by the FusionForge platform, originally derived from an old version 

of the SourceForge platform codenamed GForge,aimed at providing the Debian project with 

an infrastructure to develop and maintain both code and documentation for the Debianlinux 

distribution. Most of projects hosted at Alioth are distributed under an OSI license. 

Alioth projects are included in FLOSSmole database and will be consequently imported in 

MARKOS. 

1.2.5. Google Code 

 

Google code is Google’s infrastructure for development, whether related or unrelated to 

Google’s technology. Most projects are related to software development and are released 

under an open source license. 

Google Code projects are included in FLOSSmole database and will be consequently 

imported in MARKOS. 

                                                                                                                                                         

 

 

13
 The full set of categories can be found at http://projects.apache.org/categories.html 

14
http://www.apache.org/foundation/ 
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1.2.6. Github 

 

Github offers both paid plans for private repositories, and free accounts for open source 

projects. It hosts any kind of software, mainly written in Ruby, Python or JavaScript. 

Github projects will be imported in MARKOS via FLOSSmole. 

1.2.7. Launchpad 

 

Launchpadis Canonical Ltd’s forge offering users a large set of tools to develop and maintain 

software, particularly Linux distributions. While when it was born its popularity was big 

enough to see some visible projects like Inkscape, Drizzle or Zope3 moving into Launchpad; 

nowadays is much less popular. 

Its 30.000 projects are included in FLOSSmole database and will be consequently imported in 

MARKOS. 

1.2.8. Objectweb 

 

OW2 consortium is an independent non-profit organization running its own forge for open 

source projects, most of them being in the middleware category, generic business applications 

and cloud computing platforms. 

Objectweb’s projects will be imported in MARKOS via FLOSSmole. 

1.2.9. Rubyforge 

 

RubyForge is a collaborative platform dedicated to projects related to Ruby. I presently hosts 

more than 9.500 projects. 

RubyForge’s projects will be imported in MARKOS via FLOSSmole. 
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1.2.10. Sourceforge 

 

SourceForge is probably the largest collection of open source projects. It hosts over 300.000 

of them ranging from development tools to games. Its directory has been recently updated to 

provide end-users with a collection of enterprise-ready applications. 

Since SourceForge.net is via Geeknet Media Ltd a partner of the MARKOS project access to 

the full set of data is granted by its participation. 

SourceForge data is also available through SourceForge Research Data Archive (SRDA). In 

fact, the University of Notre Dame has been working since 2002 to create and maintain a data 

repository made available to the academic and scholarly research community under a 

sublicense from SourceForge.net. The project was born as a NSF
15

 funded research project on 

"understanding Open Source Software”. 

1.2.11. Tigris.org 

 

Tigris.org is a community whose mission is “Building Open Source Software Engineering 

Tools”. 

Tigris.org’s projects will be imported in MARKOS via FLOSSmole. 

1.2.12. BerliOS 

 

BerliOS is the first collection of open source project in Europe founded in the year 2000. It 

hosts about 5.000 projects and has more than 53.000 registered developers, contributors, 

testers, documentation writers and users. Fraunhofer FOKUS has developed and operates the 

BerliOS forge as well as FOKUS is a partner in the  MARKOS project. Therefore access to 

the full set of BerliOS project data is granted to MARKOS. 

                                                 

 

 

15
http://www3.nd.edu/~oss/ 
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BerliOS projects will be imported in MARKOS via the API with is provided. 
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2. CRAWLER SUB-SYSTEM 

The Crawler sub-system is made of several components. Few of them actually crawl, many 

fetch data from external systems, while others transform data received, notify other 

components for relevant events and make information available externally. 

From now on we use Crawler to refer to the whole sub-system. 

2.1. Crawler responsibilities 

The Crawler has the following responsibilities: 

1. Maintains a list of sources of structured information related to Open Source Projects 

a. Forges accessed directly (e.g. SourceForge) 

b. Forges accessed via API 

c. Forges accessed crawling the site 

d. Services offering data aggregated from different forges (e.g. OHLOH, ...) 

2. Replicate automatically and continuously part of that information locally as raw data 

3. As the information on a specific project can come from different sources, the Crawler 

prepares an integrated structure which retains each information token along with its 

source. 

4. Accepts requests for custom searches 

5. Notify completion of custom searches to the requesting system and of standard 

batches to the subscribers 

6. Crawl through the repositories/websites of all projects looking for updated releases 

7. Send notifications for new releases (“downstream modifications”) 

8. Makes this information available to other systems 

9. Runs as a service and maintains a Service Level still to be defined 

 

It is not a Crawler responsibility: 

1. To interact directly with users of the MARKOS system 

2. To implement heuristics based on domain knowledge which allow to choose between 

possibly contradictory tokens of information coming from different sources. 

3. To download any package and analyse its content. 

 

2.2. Requirements 

For each responsibility we define the derived requirements. 

2.2.1. Maintains a list of sources of structured information 

A list of sources of information is defined and for each of them a specific instance of a data 

fetcher is implemented and maintained. 
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Requirement 1: the list must be updated when necessary and the implementation 

of the corresponding data fetcher must reflect each update. 

In order to be part of the list each sourcemust contain information that is relevant in 

MARKOS context, such information must be accessible and terms of use have to allow the 

intended use in MARKOS 

The list will certainly include: 

 SourceForge 

 FlossMole 

 Apache 

 Eclipse 

 Ohloh 

 BerliOS 

Most likely it will include also 

 Codeplex 

 

Requirement 1.1: an Administrator, either MARKOSô or Crawlerôs, decides to 

add a new source. Specifications are written and a new instance of the Data 

Fetcher gets implemented by the Developer 

 

Requirement 1.2: either a software malfunction, a lack of reliability, the 

opportunity to get more information or, last but not least, any change in the 

external source interface will lead to corrections to the specific instance of the 

Data Fetcher. 

 

2.2.2. Replicate automatically and continuously part of that information locally as raw data 

Requirement 2.1: each Data Fetcher will try to fetch possibly what is in DOAP 

plus urls to the download area, to the SCM, to the ticket tracker, and other 

information specific to each source. 

Requirement 2.2: the information will be stored locally in the RAW section of a 

Data Warehouse. No modification whatsoever will be made to the data at this 

stage. As the Data Fetcher instance will loop continuously, each loop will have a 

unique identifier and data in the RAW tables will be associated to this identifier. 

All the data associated to such a specific identifier is referred to as a batch. 

Requirement 2.3: the Administrator will be able to set a priority or a criteria to 

affect the pace of each instance of the Data Fetcher. The Crawler has an 

Administrative API. 
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2.2.3. As the information on a specific project can come from more than one source, the 

Crawler prepares an integrated structure which retains each information token along with its 

source. 

Requirement 3.1: as soon as a batch of raw data has been completely 

downloaded by the specific Data Fetcher instance, an Integration Service will 

move it to the Integration tables of the Data Warehouse. During this process the 

service will try to group the information coming from different sources; this 

aggregation will be made automatically only when the identifiers on the different 

sources exactly match. Each token of information carries with it the source it 

came from. 

 

To clarify with an example data fetchers will find information on the project “Joomla” on 

both SourceForge and Ohloh. In Data Warehouse Raw there will be one record related to a 

batch coming from SourceForge and another record related to a different batch coming from 

Ohloh. Data in the two record could differ, description from SourceForge could be: 

“One of the worldôs most popular open source CMS” 

While from Ohloh: 

“Joomla! is one of the most powerful Open Source Content Management Systems on the 

planet. It is used all over the world for everything from simple websites to complex corporate 

applications. Joomla! is easy to install, simple to manage, and reliable.” 

The Integration service will discover those two records, using some heuristic will decide they 

are talking about the same projects and will store the information on Data Warehouse 

Integration; the information will contain both description and will state also from where each 

description comes from; the same will apply to any field of information. 

2.2.4. Crawl through the repositories/websites of all projects looking for updated releases 

Requirement4.1: The Crawler offers an interface that allows other systems to 

configure it; the configuration will set the priority used by the Crawler in terms of 

programming language, forge, etc. to look for updated releases. 

 

Requirement 4.2: The Crawler loops through all projects accessing their 

repository and /or website in order to try to understand whether there is a new 

release of the project. When it finds a new release it flags the project and stores 

the release information. 
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2.2.5. Send notifications for new releases or metadata change 

Requirement 5.1: When the crawling process finds a new release for a project 

(ñdownstream modificationsò) or the integration finds a relevant change in a 

project metadata, a notification is sent to the Code Analyser 

2.2.6. Makes this information available to other systems 

Requirement 6.1: Another system is able to request and obtain information on a 

set of projects belonging to a batch or modified in a specific date range; the 

request will return a UUID; a later notification will be sent to the requesting 

system stating that the search identified by the UUID has been prepared. 

2.2.7. Running as a service and maintaining a Service Level still to be defined 

From the first release until the end of the MARKOS project the Crawler sub-system will have 

to offer a reliable service. A SLA for each phase of the project must be defined.  

Requirement7.1: Monitor the activity of the different services and take all actions 

(recover, notifications ...) needed to maintain the agreed service level. 

2.3. Description of components 

From the requirements we can derive which components are part of the Crawler sub-system. 

In the following picture we show them along with the requirements they relate to. 

 

All components with reference to related requirements 

In the next paragraphs, for each component a description of its functionality is given. 
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2.3.1. Data Fetching and Data Warehouse 

The Data Warehouse is a set of tables on a relational database where each record is 

associated with an identifier of a batch. The concept of batch is defined because the 

information about project will be fetched not one by one but in batches, sometimes large ones. 

The Data Warehouse has a staging or raw section where the information about project is 

stored as it arrives without any transformation. A second area called integration will be 

described in paragraph 2.3.2. 

There is a set of components within Data Fetching, one for each different source of 

information.Each of these components will continuously fetch information from a source, 

create a batch with its unique identifier in the Data Warehouse where it will store the 

information. 

 

The way a generic data fetcher works 

 

Specific sources of information will have specific ways the offer the information; for instance 

The Apache Software Foundation has a page where it lists the URLs of all DOAP files for the 

projects it hosts; the specific data fetcher instance will behave accordingly as described in the 

following sequence diagram. 
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The Apache data fetcher 

 

FlossMole provides a list of exports from their database tables. Accessing this list the specific 

instance of data fetcher can determine whether there’s something new to import or not. 
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FlossMole data fetcher 

 

2.3.2. Integration 

The Integration  component performs an ETL  task. 

It looks for a batch whose download has been completed; it extracts all the projects records 

associated with that batch and, for each of them, it tries to find existing projects that match its 

name
16

. It aggregates data from different sources and stores it in the tables of the database 

dedicated to integrated data. When it has finished with all projects it marks the batch as 

integrated. Integrated data is then available for external access. 

                                                 

 

 

16
Or its homepage or repository URL or other attributes which will prove effective in uniquely identifying 

projects. 
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Integration sequence diagram 

 

The problem of uniquely identifying projects has already been addressed by Edd Dumbill 

while defining the DOAP RDF schema. There is not a bullet proof solution as there is no 

centralized directory and every project is free to change name, domain, repository and any 

other “attribute” over time. DOAP addresses this problem with the old_homepage list of 

URIs. Being the homepage an URL its uniqueness is guaranteed by the internet DNS system; 

when a project changes its home page it should add to the list of old homepages the old one. 

Doing so an automatic tool could always understand whether two DOAP files coming from 

different sources - e.g. two different forges - actually describe the same project or not. 

Unfortunately, this very important attribute is apparently never used so the Crawler will not 

take advantage of it. 

2.3.3. Notification 

The notification component searches the Integration Data Warehouse for projects flagged as 

changed. Then it sends the notification, relevant according to the type of flag; if the 

notification is correctly sent then it proceeds resetting the flag. 
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Generic notification sequence diagram 

 

2.3.4. Search/Fetch API 

This set of API allows the Code Analyser to get project information in the form of a set of 

DOAP structures per project. The first implementation allows to search by the name of the 

project. To understand why it returns a set of DOAP structures we must recall the context of 

the example described in paragraph 2.2.3 where for a project the data fetchers were retrieving 

information from more than a source. In order not to waste any information all this data is 

sent to the CA in the form of a set of DOAP structure as it can be seen in the XML excerpt. 

 

XML containing information in DOAP from the sample in paragraph 2.2.3 
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The following sequence diagram describe two possible different interactions: in the former 

the result set is delivered along with the notification while in the latter the result set must be 

fetched separately by the CA. 

 

Search with results within the notification 

 

Search with result on a separate call 

 

2.3.5. Repository crawler 

This component actually crawls through all repositories or download pages of projects whose 

metadata are already in the data warehouse. It uses some heuristic to try to identify the latest 

version of the project and, if it finds a newer one compared to the latest discovered, it marks 

the project and stores the information about the newly found version. 
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Repository crawler sequence diagram 

2.3.6. Administration API 

The administration API allows an administrator via the frontend to configure some parameters 

that affect the way the crawler behaves. The goal of the configuration is to dedicate resources 

to relevant tasks. In particular the configuration will affect the way the repository crawler will 

prioritize the project’s repository it will inspect. The parameters used to set the priority will 

be: 

 Main programming languages used by the project 

 Forges where the project is hosted 

 

2.3.7. Monitor 

The monitor will be a simple component checking the status of other processes within the 

crawler sub-system and doing some consistency check on relevant data. The list of checks 

will be defined during the implementation and the delivery of the service; we expect anyhow 

to include: 

 Checking that a certain number of data fetchers are running 

 Checking that there are no pending batches of data (i.e. to be integrated or analysed) 

older than a certain number of hours 

 Checking that API are responding timely 
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Log entries and an alert via email will be generated when one of those checks will fail.  

3. APPENDIX: DOAP DESCRIPTION OF A PROJECT 

DOAP
17

 is the format used by the crawler to send information about the projects discovered. 

It has been created with the goal of describing open source and other software projects.DOAP 

is widely used and many sites provide them for the projects they host.  

The Crawler will actually send JSON encoded instances of classes that conform to the DOAP 

schema
18

. The class DoapProject has been extended in order to provide the source of the 

information; it will be further extended if the data fetchers will get relevant information that 

does not fit in any of the existing attributes. 

 

Class diagram derived from DOAP schema 

                                                 

 

 

17
https://github.com/edumbill/doap/wiki/ 

18
Also to FOAF for the entity person 
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Some data fetchers will obtain DOAP files from their source. Other sources will provide 

structured information or just web pages from which data will be scraped. For each of the 

latter sources a mapping to the DOAP-like structure will be implemented. 


